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Abstract
The ability to automatically correlate observable characteristics of plants to their

underlying genetics will streamline selection methods in plant breeding which in-turn
will help improve crop yields. Measurement of observable plant characteristics is
called phenotyping. Currently established methods for phenotyping in the field are
labour intensive, error prone and have limited throughput.

This thesis investigates and develops automated computer vision based methods
for doing in-field plant phenotyping on data collected using a robotic platform. In
particular, we consider the problem of extracting phenotype values from a sequence
of 2D images of a sorghum plant. We take the approach of performing multi-view
3D reconstruction on a sequence of 2D images in order to generate a 3D point cloud
representation of the sorghum plant.

We then use these point cloud reconstructions to perform point-level semantic seg-
mentation followed by surface reconstruction to create 3D mesh models. We analyze
the role of purely local geometric features in segmentation and the effect of addition of
global context. Computational geometric methods are then employed for computing
phenotype values like leaf length, leaf width, leaf area and stem diameter. We group
these methods under model-free approaches for plant phenotyping.

We also explore in parallel a model-based phenotype estimation approach. We
formulate the model-based approach as generating parameterized 3D plant models and
comparing those against the reference model whose phenotypes we wish to estimate.
The parameters used for generating plant models are taken as random variables drawn
from an underlying probability distribution. We then optimize for an objective of
making the mass of this probability distribution approach the true parameters of the
reference model.

We compare the applicability and performance of the proposed model-free and
model-based phenotyping approaches. These two approaches together lets us develop
a framework for performing plant phenotype estimation on 3D plant models. We eval-
uate the qualitative and quantitative efficacy of our methods on data collected in both
indoor greenhouse and outdoor field environments.
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Chapter 1

Introduction

1.1 Motivation

Plant phenotyping is the process of quantitatively measuring plant physical characteristics. Exam-
ples of phenotypic traits include plant height, stem diameter, leaf area, and leaf angle. The ability
to correlate phenotypic traits with their underlying genotypes plays a crucial role in improving
plant breeding techniques. Knowing plant phenotypes accurately and throughout a plant’s growth
is hence central to making breeding decisions so as to produce crops with higher yields, drought
tolerance and disease resistance.

Currently, the established processes for measuring plant phenotypes in outdoor crop fields is labour
intensive, error prone and hence has limited throughput. Such constraints in in-field phenotyping
capabilities limits the ability to capitalize on developments in plant genetics for improved crop
breeding [Araus and Cairns, 2014]. This is commonly referred to as the phenotyping bottleneck in
literature [Araus and Cairns, 2014], [Fahlgren et al., 2015]. Developing high throughput automated
phenotyping methods is hence crucial for relieving this bottleneck and improving crop production.
The key ability of high throughput phenotyping platforms (HTPPs) lies in non-destructively cap-
turing plant traits in an automated manner so as to achieve imaging rates of a minimal hundreds of
plants per day [Fahlgren et al., 2015].

There is an increasing interest in deploying robotic-assisted platforms and computer vision meth-
ods to achieve these phenotyping rates and hence relieve the bottleneck [Fahlgren et al., 2015],
[Li et al., 2014]. The TERRA program by the U.S Department of Energy seeks to develop auto-
mated high-throughput phenotyping methods for accelerated breeding of advanced biofuel crops
like sorghum. Fig. 1.1 shows an outdoor sorghum crop field. Fig. 1.2 shows some of the robot
platforms developed for the purpose of high-throughput phenotyping of the sorghum crop.
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Figure 1.1: Sorghum crop field near College Station, TX. Sorghum can grow up to 6 meters tall within a 4 month span.

1.2 Scope and Approach

In this thesis, we investigate and develop automated methods for phenotyping sorghum crop using
visible imaging in indoor as well as outdoor field environments. While the developed methods
have specifically been tested for phenotyping sorghum plant, these methods are fairly general and
extend to crops like corn that possess a similar plant architecture as that of the sorghum.

For the indoor greenhouse environment, McCormick, et al. in [McCormick et al., 2016] place a
single sorghum plant on a turntable and capture 360 degree view depth images at 30◦ increments.
They then fuse these depth images to obtain a 3D reconstruction of the sorghum plant. The 3D
plant reconstruction data generated in [McCormick et al., 2016] has been used in this thesis for

Figure 1.2: High throughput plant phenotyping platforms (HTPP) deployed in sorghum crop fields.
(a) HTPP developed by National Robotics Engineering Center. It is a mobile trailer-based platform with non-contact
imaging and environmental sensors collecting data at multiple plant heights inside closed canopy [Vijayarangan et al.,
2017].
(b) HTPP developed by LemnaTec. It is an overhead gantry system with non-contact imaging and environmental
sensors collecting data from top-down views [Virlet et al., 2017].
(c) HTPP developed by Carnegie Mellon University. It is a portable mobile platform with non-contact and contact
sensors collecting data near plant base inside closed canopy [Muller-Sim et al., 2017].
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Figure 1.3: Sorghum plant in an (a) indoor greenhouse and in an (b) outdoor agricultural field

developing automated phenotyping methods, and as a basis of comparison for results obtained on
field data. Fig. 1.3(a) shows the sorghum plant in the indoor greenhouse environment.

For the outdoor field environment, the high throughput phenotyping platform shown in Fig. 1.2(a)
was deployed in sorghum crop fields located in Weslaco, TX and College Station, TX. The phe-
notyping platform has two arms on either side that extend outwards into sorghum crop rows and
image plants vertically at a resolution of 10 cm. The ability of the platform to reach multiple
plant heights inside closed canopy enables unique imaging viewpoints over its counterparts in
Fig. 1.2(b), (c) that are limited to top-down views or views near the plant base respectively. The
sorghum crop rows were pruned so as to approximately have a single plant in foreground view.
Fig. 1.3(b) shows the sorghum plant in the outdoor field environment.

Consider now the problem of mapping a sequence of 2D images of a sorghum plant to its phenotype
values. We take an approach of performing multi-view 3D reconstruction on the sequence of 2D
images, followed by a 3D point level segmentation into two semantic classes, stem and leaf. The
segmented point cloud is then utilized for estimating phenotypes pertaining to stems and leafs sep-
arately. We perform surface reconstruction on the segmented point cloud and utilize computational
geometric methods to estimate plant phenotype values. We group these methods under model-free
approaches for plant phenotyping. We also explore in parallel a model-based phenotype estimation
method. The method involves generating parameterized plant models with the parameters being
random variables drawn from a probability distribution. We then employ a stochastic optimiza-
tion based technique to match the generated parameter distribution to the true parameters. The
advantages of such a model-based approach over the model-free one is that it can reason about the
plant structure in a much more holistic manner by leveraging prior knowledge on the structure of a
plant model. Such an approach would hence be capable of giving reasonable phenotype estimates
even under noise and occlusions, scenarios where model-free methods may give arbitrary values.
In addition, the model-based approach doesn’t explicitly require a segmented point cloud. The
model-based approach, however, does come at the cost of being more computationally expensive
with its effectiveness relying on the expressiveness of the underlying model.
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Figure 1.4: Framework for mapping sequence of plant images to phenotype values. The first two modules take
plant images captured from multiple viewpoints and generate a 3D point cloud reconstruction of the plant. These
two steps differ for greenhouse and field environments. Once the 3D reconstruction is obtained, a machine learning
classifier is employed to assign a semantic class label to each 3D point. The segmented cloud is processed to extract
plant phytomer units which are then utilized for performing automated phenotype estimation. Phenotype estimation
methods are broadly grouped under model-free approaches involving surface mesh based methods and model-based
approaches involving generative models.

The methods for mapping a sequence of 2D images of a sorghum plant to its phenotype values can
be placed under a general framework illustrated in Fig. 1.4. The first stage involves reconstructing
a 3D point cloud of a plant using images captured from multiple viewpoints. The reconstruction
step differs for plants in the greenhouse and in the field, since field environments place a constraint
on the imaging modalities and the degree of control that can be placed on the environment. Hav-
ing obtained the 3D reconstructions, the next stage computes point-level 3D features using local
geometries and a global distance metric to density modes. Each 3D point is then classified as a
stem or a leaf by training a supervised machine learning classifier. The semantically segmented
3D point cloud is then processed to extract plant subunits called phytomers that are of interest for
phenotyping. A plant phytomer consists of a single leaf, its sheath and stem segment on which
the leaf resides. The physical properties of the phytomer include many of the relevant phenotypes
including stem diameter, leaf length, leaf width and leaf angle. Finally, the extracted plant phy-
tomer units are processed to estimate plant phenotype values like stem diameter, leaf angle, leaf
length, leaf width and leaf area. The phenotype estimation methods have been broadly grouped
under model-free and model-based methods. While the model-free methods utilize computational
geometric approaches, the model-based method employs generative models for phenotype estima-
tion.
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1.3 Contributions and Organization

In this thesis, we present a model-free and model-based approach for estimating plant phenotypes
like leaf length, leaf width, leaf area and stem diameter. The thesis makes the following main
contributions:

• Under the model-free framework, most of the current state-of-the-art in 3D plant reconstruc-
tion, segmentation and phenotyping is in controlled greenhouse environments. Adapting
these methods to outdoor field environments places many additional challenges like con-
straints in imaging modalities being deployed, lower image data quality due to ambient light
variations, and increased effect of occlusions and wind motions. We show qualitative and
quantitative results for sorghum plants imaged in both controlled greenhouse and outdoor
field settings.

• Under the model-based framework, we propose a novel formulation that employs a stochastic
optimization based routine to probabilistically sample parameterized 3D plant models that
best match the reconstructed 3D plant model. We demonstrate the model-based framework
to be more robust to noise and occlusions in the 3D reconstructed plant models. This is
especially important for reconstructions obtained in field environments.

• Unlike, corn, wheat or grapes, sorghum is a fairly new crop of interest for developing au-
tomated phenotyping methods, and hence literature on sorghum phenotyping is sparse and
fairly recent. We work with a unique and challenging dataset captured in an outdoor sorghum
field that leverages multiple horizontal and vertical image views of the sorghum plant.

The thesis is organized as follows. Chapter 2 discusses background and related work. Chapters
3, 4, 5 elaborate on different stages of the overall approach illustrated in Fig. 1.4. The first
two stages involving 3D reconstruction from multi-view images are described in Chapter 3. The
semantic segmentation and plant phytomer extraction stages are elaborated in Chapter 4. The final
phenotype estimation stage is described in Chapter 5. Finally, Chapter 6 summarizes the thesis
contributions and presents thoughts for future work.
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Chapter 2

Background

We broadly classify related work into (i) the different high throughput phenotyping platforms
(HTPP) being deployed in outdoor agricultural fields, and (ii) computer vision based algorithms
developed for the purpose of plant 3D reconstruction, segmentation and phenotyping in indoor
greenhouse and outdoor field environments. Additionally, Table 2.1 organizes the related work
described in this chapter and provides context for where the contribution of this thesis lies.

2.1 High-Throughput Phenotyping Platforms

Field based phenotyping platforms include ground-based and aerial-based techniques of collecting
phenotype information [Li et al., 2014]. Aerial-based platforms enable greater coverage and rapid
characterization of field plots than ground-based platforms but are relatively limited in spatial
resolution and payload capacity. They are more suitable for estimating macro-phenotypic traits
like plant location and densities [Ribera et al., 2016] or multi-spectral responses at an agricultural
plot level [Zaman-Allah et al., 2015].

On the other hand, ground-based platforms can yield more detailed phenotypic information at
the cost of lower coverage rates. Lemnatec is one of the leaders in automated phenotyping with
in-field platforms like Bonirob [Bangert et al., 2013] and Scanalyzer Field [Virlet et al., 2017].
Bonirob is an autonomous field robot designed to be a reusable platform for multiple agricultural
applications like phenotyping, precision spraying and penetrometer measurement [Bangert et al.,
2013]. Robotanist developed by Carnegie Mellon University is another autonomous field robot for
agricultural applications like contact and non-contact phenotyping [Muller-Sim et al., 2017]. The
Scanalyzer Field is an overhead gantry system with a sensor payload constituting imaging systems
like fluroscence imaging, multi-spectral cameras and LiDAR [Virlet et al., 2017].

While the Bonirob and Robotanist are mobile platforms capable of navigating between crop rows,
the Scanalyzer Field is a gantry system on rails limited to small sites in which it can operate. Both
Bonirob and Scanalyzer Field are overhead phenotyping systems limited to top-down views of the
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plant and unable to see into closed plant canopy. The Robotanist is a more portable platform capa-
ble of traversing between crop rows as well as looking inside closed canopy but is limited to views
near the plant base. A phenotyping platform developed by the National Robotics Engineering
Center [Vijayarangan et al., 2017] is the one that has been used for collecting sorghum field data
analyzed in this thesis. It is a mobile tractor-based phenotyping system and not autonomous like
the Bonirob, Robotanist or Scanalyzer Field. However, the ability of this platform to reach multi-
ple plant heights inside closed canopy enables unique horizontal and vertical imaging viewpoints
over its counterparts.

2.2 Plant Reconstruction, Segmentation and Phenotyping

High-throughput phenotyping platforms deploy a variety of imaging modalities like 2D visible
imaging, 3D imaging, multispectral imaging, thermal infrared imaging and flourescence imaging
[Li et al., 2014]. Given its low cost and ease of operation, 2D visible imaging and 3D imaging have
been commonly used for applications like plant mapping and detection [Weiss and Biber, 2011],
[Zhang et al., 2013], weed control [Slaughter et al., 2008], fruit counting and yield estimation [Dey
et al., 2012]. For the purpose of phenotyping, the use of 2D image sequences or 3D visible imaging
is important in order to be able to make ground truth metric measurements purely from imaging.

Most of the current state-of-the-art in 3D plant reconstruction, segmentation and phenotyping
is in controlled greenhouse environments [Sa et al., 2017], [McCormick et al., 2016], [Garrido
et al., 2015], [Chaivivatrakul et al., 2014], [Paulus et al., 2013], [Chéné et al., 2012], [Binney and
Sukhatme, 2009]. Adapting these methods to outdoor field environments place many additional
challenges. Firstly, there is a constraint in the imaging modalities that can deployed in a field
setting. Majority state-of-the-art 3D plant phenotyping algorithms utilize Kinect like sensors or
LiDARs [Sa et al., 2017], [McCormick et al., 2016], [Garrido et al., 2015], [Chaivivatrakul et al.,
2014], [Paulus et al., 2013], [Chéné et al., 2012], [Binney and Sukhatme, 2009], both of which are
infeasible for our field settings since Kinect doesn’t work outdoors and LiDAR units do not pro-
vide high spatial resolution or close range (<10cm). Secondly, getting high quality well-exposed
images is difficult due to lighting variations at different heights of the plant canopy. Thirdly, occlu-
sions and non-rigid body motion of plant structures due to wind motion in field scenarios further
add to the challenge of reliably extracting and matching 2D image features for the purpose of 3D
reconstruction.

3D Reconstruction and Segmentation

Garrido et al. generate 3D reconstructions of corn plant structures by fusing 2D LiDAR scans from
multiple viewpoints using an autonomous robot in an indoor environment [Garrido et al., 2015].
The 3D reconstructions, however, are coarse and more suitable for estimating macro-phenotypic
traits like plant size and densities. Chéné, et al. utilize depth images from a Kinect to segment and
extract parameters describing leaves of rosebush, yucca and apple plants in an indoor environment
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[Chéné et al., 2012]. However, their parametric approach is tailored to top-down views of leaves
of these plants in particular. Chaivivatrakul, et al. develop a comprehensive 3D reconstruction and
phenotyping framework but test it on only five corn plants in a controlled greenhouse setting using
a Kinect [Chaivivatrakul et al., 2014]. Moreover, their segmentation methods utilize global shape
fitting methods more suitable for uncluttered, indoor scenes.

Several 3D segmentation methods leverage local shape information by means of local geometric
features [Lehnert et al., 2017], [Paulus et al., 2013], [Dey et al., 2012]. Paulus, et al. utilize 3D
point feature histograms to distinguish between grapevine leaves and stems as well as between
wheat stems and ears and provide detailed tabulated results [Paulus et al., 2013]. They, however,
collect all their data from a single plant imaged using a hand-held LiDAR in an uncluttered indoor
environment. Lehnert, et al. utilize 3D point feature histograms for peduncle detection in sweet
peppers and validate their results across a variety of sweet pepper plants under clutter [Sa et al.,
2017]. However, they too collect all their data in an indoor greenhouse environment using a Kinect,
as a result of which the 3D reconstructions they work with are of high fidelity. Dey, et al. work with
field 2D images collected from a grape orchard and perform 3D reconstruction and segmentation
of plant organs based on local geometric features [Dey et al., 2012]. However, unlike sorghum,
their application involves segmentation between fairly distinct geometric structures, i.e. grapes
(spherical), grape vines (cylindrical) and grape leaves (planar). They are hence able to utilize a
low dimensional 3D shape feature constructed using only surface curvature estimates.

Phentoype Estimation

Under the model-free phenotype estimation paradigm, there is recent related work on estimat-
ing phenotypes using segmented surface mesh representations generated from 3D point clouds of
plants. Drapikowski et. al estimate phenotypes like leaf length, width, and area of leaves using
surface mesh operations [Drapikowski et al., 2016]. McCormick et. al too generate surface meshes
for estimating phenotypes like leaf area and leaf angle [McCormick et al., 2016]. Both methods,
however, work with 3D imaging data collected in controlled indoor environments with very low
noise and occlusion levels, absence of wind motion and availability of depth sensors like Kinect.
As a result, the 3D reconstructions being used are of high fidelity. As detailed later, results on
greenhouse data collected by Mccormick, et al. has been used for analysis and comparison to
results on field data in this thesis.

Under the model-based phenotype estimation paradigm, the closest related work in terms of prob-
lem formulation is [Binney and Sukhatme, 2009]. Binney et. al use a probabilistic model based
approach to generate a tree-like branching structure and compare that against simulated 3D data
and a simplistic real branch [Binney and Sukhatme, 2009]. They employ a particle filter like ap-
proach to converge to model parameters that best match the observed data. The parametric model
that they propose is a sequence of cylinders with tree-like branching structure which is fairly sim-
plistic for modeling sorghum leaf shapes required for our application.
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In this thesis, we present a model-free and model-based framework for estimating plant phenotypes
like leaf length, leaf width, leaf area and stem diameter. Under the model-free approaches, we
perform multi-view 3D reconstruction, 3D segmentation and use of 3D computational geometric
operations to estimate plant phenotypes. Under the model-based approaches, we perform multi-
view 3D reconstruction followed by probabilistically sampling parameterized plant models that
best match the reconstructed 3D plant. The parameters of the converged plant model are in turn
used for estimating plant phenotypes. We show qualitative and quantitative results for sorghum
plants in both greenhouse and field environments. To put our work in context, Table 2.1 organizes
the related work on the use of computer vision algorithms for the purpose of 3D reconstruction,
segmentation and plant phenotyping in agricultural applications. As can be seen, very few papers
address the problem of 3D reconstruction, segmentation and phenotyping in field environments.
We address these problems for both structured greenhouse and unstructured field environments.
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Table 2.1: Organization of related work on the use of computer vision algorithms
for the purpose of 3D reconstruction, segmentation and plant phenotyping in agricultural applications

Environment
Clutter

Imaging Methods
Crop

Greenhouse Field Modality Reconstruction Segmentation Phenotyping
Binney et al., 2009 3 Low LiDAR 3 3 Tree Branches

Chéné et al., 2012 3 Low Kinect 3 3
Rosebush,

Yucca, Apple

Dey et al., 2012 3 Med-High Camera 3 3 Grapes

Paulus et al., 2013
3 Low

Kinect,
3 3 3

Grapes, Wheat

Chaivivatrakul et al., 2014
LiDAR

Corn,

Drapikowski et al., 2016 Xerophytes

McCormick et al., 2016 3 Low Kinect 3 3 3 Sorghum

Sa et al., 2017 3 Med-High Kinect 3 3 Peppers

Sodhi et al., 2017 3 3 Med
Cameras,

3 3 3 Sorghum
Kinect
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Chapter 3

Multi-view 3D Reconstruction

This chapter presents details on the system layout and the multi-view 3D reconstruction process for
indoor greenhouse and outdoor field environments. The stages in the overall approach described
in this chapter are highlighted in red in Fig. 3.1.

Performing multi-view 3D reconstruction and working with a 3D representation of the plants was
chosen over a 2D representation due to the following reasons. Firstly, a 3D reconstruction using
multiple views reduces the effect of occlusions and background clutter. Secondly, for the sorghum
plant in particular, there exists greater distinction between stems and leaves in terms of their 3D
geometries rather than just color. Lastly, the final objective of extracting phytomers is to perform
metric measurements of various phenotypes like leaf angle, leaf area, stem diameter. A metrically
rectified 3D representation is much more suitable than a 2D image for such an objective.

We make a distinction between data collected in an indoor greenhouse environment and an outdoor
field environment since the collected data poses different complexity levels for algorithms involving
3D reconstruction, segmentation and phenotyping. This is because outdoor field environments
place many additional challenges over controlled greenhouse settings. Firstly, there is a constraint
in the imaging modalities that can deployed in a field setting. Majority state-of-the-art 3D plant
phenotyping algorithms utilize Kinect like sensors or LiDARs, both of which are infeasible for
our field settings since Kinect doesn’t work outdoors and LiDAR units do not provide high spatial
resolution or close range (<10cm). Secondly, getting high quality well-exposed images is difficult
due to lighting variations at different heights of the plant canopy. Thirdly, occlusions and non-rigid
body motion of plant structures due to wind motion in field scenarios further add to the challenge
of reliably extracting and matching 2D image features for the purpose of 3D reconstruction.

3.1 Indoor Greenhouse Environments

Ideally, to obtain a geometrically consistent representation of a plant we would like to leverage
360 degree views of the plant. This is possible to setup for controlled greenhouse environments.
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Figure 3.1: Framework for mapping sequence of plant images to phenotype values. This chapter describes the stages
highlighted in red. The Multiple Viewpoints and 3D Reconstruction stages capture plant images from multiple view-
points and generate a 3D point cloud reconstruction of the plant.

McCormick, et al. in [McCormick et al., 2016] place sorghum plants on a turntable and capture
360 degree view depth images at 30◦ increments using a Kinect v2 camera. We illustrate this setup
in Fig. 3.2, where Fig. 3.2(a) shows the twelve camera poses used for capturing depth maps of
the sorghum plant, while Fig. 3.2(b)-(d) shows colorized depth maps at three such camera poses.
The depth images obtained from these multiple viewpoints are then fused together into a single
3D point cloud using the iterative closest point algorithm [Rusinkiewicz and Levoy, 2001]. The
3D plant reconstruction data generated in [McCormick et al., 2016] has been used in this thesis for
developing automated phenotyping methods, and as a basis of comparison for results on field data.

Figure 3.2: (a) shows relative camera poses used to capture depth images of a sorghum plant in an indoor greenhouse
environment. (b)-(d) visualize colorized depth maps captured by the camera at 30◦, 90◦, 330◦ angles around the plant
respectively.
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3.2 Outdoor Field Environments

Sorghum crop is densely arranged in plant rows with approximately 0.75m spacing between con-
secutive rows. Unlike in a greenhouse, it is infeasible to have a system that can capture all 360
degree views of the plant. Instead, we utilize multi-view images captured by the phenotyping
platform shown in Fig. 3.3.

Figure 3.3: High throughput phenotyping platform deployed in a sorghum field outdoors. The platform has two arms
on either side that extend outwards into crop rows and scan plants vertically at a resolution of 10 cm. Each arm is
fitted with two multi-camera sensorpods facing front and back.

Figure 3.4: High throughput phenotyping platform : (a) trailer design with sensorpods (b) deployment sequence of
the two robot arms carrying sensorpods. The sequence begins with arms stretching out into crop rows near the plant
base, followed by sweeping up motion inside plant canopy, and finally folding back into the mast without damaging
the plant canopy.
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3.2.1 System Layout and Data Collection

The uniqueness of the phenotyping platform shown in Fig. 3.3 lies in being able to collect images
of a plant at multiple vertical heights from different horizontal viewpoints. The vertical views can
be captured at a resolution of 10cm while the horizontal views span approximately 60 degrees
around the plant. The platform is able to achieve these viewpoints by having multi-camera sen-
sorpods mounted on two robotic arms located on either side of the platform. The arm deployment
sequence begins by horizontally stretching out the two arms into sorghum crop rows on either
side of the platform. The arms then move vertically upward from the plant base up until the plant
canopy at the top and finally fold back into the mast without damaging plant canopy. This arm
deployment sequence has been illustrated graphically in Fig. 3.4.

Since time-of-flight sensors like the Kinect do not work in outdoor environments (due to interfer-
ence by ambient sunlight IR) and most LIDAR units do not provide high spatial resolution or close
range (<10cm), the sensorpods mounted on the arms have been fitted with multiple 2D imaging
cameras. The multiple cameras serve a dual purpose of providing many horizontal viewpoints for

Figure 3.5: (a) shows a closeup of the multi-camera sensor pod deployed on the robotic platform. The sensor pod
contains eight forward facing and two additional cameras verged on either ends at an angle of 30◦. The sensor pod is
connected to a robotic arm and can collect images at multiple plant heights.
(b) shows relative camera poses of the 10 cameras on the sensorpod at a particular plant height.
(c) shows 2D Images captured by all 10 cameras on the sensorpod at a particular plant height.
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performing multi-view 3D reconstruction as well as to collect multi-spectral data by varying the
light filters attached to each camera. For the field data that we work with in this thesis, the sen-
sorpod cameras don’t have any specific light filters on them and detect light in visible and infrared
spectral ranges.

A single sensorpod contains eight forward facing cameras arranged in two horizontal rows along
with two additional cameras verged on either ends at an angle of 30◦. The eight forward facing
cameras have a lower resolution of (720 × 476 px), while the two verged cameras have a higher
resolution of (1600 × 1200 px). All 10 cameras have a synchronized trigger and have been fitted
with wide field-of-view lenses since the distance between one crop row to another is only about
0.75m. A close-up of one of the multi-camera sensor pods deployed between two sorghum crop
rows is shown in Fig. 3.5(a). Fig. 3.5(b),(c) additionally illustrate relative camera poses of the
10 cameras on the sensor pod along with the corresponding 2D images captured at a particular
plant height. More details on the hardware system and data acquisition processes can be found in
[Vijayarangan et al., 2017].

3.2.2 Reconstruction from Multi-view 2D Images

We utilize the Multi View Environment (MVE) framework proposed in [Fuhrmann et al., 2014] for
generating 3D point clouds of the sorghum plant from 2D grayscale image sequences. The MVE
pipeline begins by taking as input 2D images and applying structure-from-motion to reconstruct
camera parameters (motion) and a sparse set of 3D scene points (structure). It then computes a
depth map for each input image using multi-view stereo [Goesele et al., 2007]. Finally, all depth
maps are combined to obtain a dense 3D reconstruction of the scene. Fig. 3.6 illustrates different
stages of the MVE framework applied to sorghum plant images from the field. The following
sections describe individual stages in the framework in greater detail.

Figure 3.6: Multi-view Reconstruction Pipeline : (a) shows input images from the 10 cameras on the sensorpod. (b)
shows output from the structure-from-motion step that takes in the 2D images and computes camera poses and a sparse
set of triangulated 3D points. (c) shows depth maps computed using multi-view stereo for each of the input images.
Finally, (d) shows the 3D point cloud reconstructed by combining multiple depth maps.
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Sparse Reconstruction using Structure-from-Motion

The Structure-from-Motion (SfM) stage reconstructs intrinsic and extrinsic camera parameters
purely from sparse feature correspondences computed from input images. It can then use these
computed camera parameters to triangulate feature correspondence in 3D space and hence obtain
a sparse reconstruction of the scene. It achieves all this by solving an optimization problem that
seeks to jointly refine the initial camera parameters (motion) and triangulated 3D scene points
(structure). This is also referred to as bundle adjustment.

Bundle adjustment amounts to minimizing the reprojection error between image locations of ob-
served and predicted image feature points. Assume that n 3D points are seen in m image views
and let xij be the projection of ith point on image j. Also, let vij represent a binary variable that
equals 1 if point i is visible in image j and 0 otherwise. The reprojection error term, E(P,X),
that bundle adjustment seeks to minimize with respect to all 3D points and camera parameters is
expressed as,

E(P,X) =
n∑
i=1

m∑
j=1

vijD (xij,PjXi)
2

(3.1)

where, Pj = Kj

[
Rj tj

]
represents the camera projection matrix of camera j and D(x,y) func-

tion denotes euclidean distance between 2D image points represented by vectors x and y. For
pre-calibrated cameras, the camera parameters estimated from the calibration can be used to ini-
tialize the optimization in eq. (3.1).

Dense Reconstruction using Multi-view Stereo

Having obtained an estimate of the camera parameters from the structure-from-motion step, dense
3D reconstruction is performed using a multi-view stereo (MVS) algorithm. A popular MVS
algorithm is the Patch-based Multi-view Stereo (PMVS) implementation by Furukawa et. al. [Fu-
rukawa and Ponce, 2010]. However, given the low resolution of our cameras, we observed that
PMVS did not yield very dense point clouds. Instead, we use the Multi-View Stereo for Commu-
nity Photo Collections approach proposed by Goesele et al in [Goesele et al., 2007] that recon-
structs a depth map for every input image. This is the same MVS algorithm that the Multi-View
Environment system also implements. While there is an increased processing cost of computing
a depth map for each input image, this MVS approach is capable of producing dense and detailed
geometry and also in overcoming noise in individual depth maps.

The MVS algorithm in [Goesele et al., 2007] reconstructs a depth map for every input image, with
each image serving as a reference view exactly once. For a given reference view, not all other
images are used for stereo matching as that would be redundant and may give sub-optimal views
to match against. Instead a two-level view selection criteria is applied for each reference view. At
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the image level, global view selection identifies for each reference view a set of good neighborhood
images to use for stereo matching. Then, at the pixel level, local view selection identifies a subset
of these images that yield a stable stereo match. This subset generally varies from pixel to pixel.
Stereo matching is now performed at each pixel by optimizing for both depth and normal, starting
from initial estimates provided by SIFT feature points from the SfM step or estimates copied from
previously computed neighbors. During the stereo optimization, poorly matching views may be
discarded and new ones added according to the local view selection criteria. The traversal of pixels
is prioritized by their estimated matching confidence. Pixels may be revisited and their depths
updated if a higher confidence match is found. More details on the MVS approach comprising of
global/local view selection criteria and stereo matching as an optimization over depth and normals
can be found in [Goesele et al., 2007].

Scaling of Point Clouds

There exists a scale ambiguity in the camera parameters and scene geometry solved for using
structure from motion technique. If the entire scene is scaled by some factor k and the same
time camera matrices are scaled by a factor of 1/k, the reconstructed 3D scene points would still
project to the same points in the image. More generally, if there is a transformation Q applied to
the scene points X and an inverse transformation Q−1 applied to the camera projection matrices
P, the image feature points x that the scene points get projected to would not change. This can be
expressed mathematically as,

x = PX =
(
PQ−1

)
(QX) (3.2)

Hence, there can exist multiple solutions for the camera matrices and scene geometry for the same
input image feature points. To resolve this ambiguity, we scale the camera extrinsics obtained using
structure-from-motion to match the camera extrinsics obtained by calibrating the multi-camera
setup of 10 cameras. Since the set of 10 cameras are rigidly fixed with respect to each other
and trigger at the same time (hence negating effect of wind), transformation matrix Q is taken as
a similarity transform involving rigid body transformation (rotation, translation) followed by an
equal scaling in all axes. We solve for this scaling value and apply the inverse of that to the scene
point cloud to obtain an appropriately scaled 3D reconstruction.

3.3 Results and Analysis

The 2D field images used for generating results were collected in an outdoor sorghum field in Wes-
laco, TX in Dec 2016. The 3D reconstruction outputs from the multi-view environment framework
were post-processed using pass-through filtering along camera axis followed by connected com-
ponent filtering so as to obtain the foreground plant point cloud.
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Comparison of Two-View Stereo and Multi-view Stereo Reconstruction

Fig. 3.7 shows foreground plant point clouds generated using (a) standard two-view stereo semi-
global block matching (SGBM) algorithm and using (b) the multi-view stereo approach described
earlier. The images chosen for performing two-view stereo SGBM are from the two forward facing
cameras at the center of the top horizontal row seen in Fig. 3.5. These cameras were chosen since
they have a narrow baseline (≈ 0.04m) suitable for stereo imaging at such close range (<0.5m).
The images chosen for the multi-view stereo approach are those from all 10 cameras for a particular

Figure 3.7: Reconstructed foreground plant point clouds using (a) standard two-view stereo semi-global block match-
ing (SGBM) algorithm and using (b) the multi-view stereo approach described earlier. The dense 3D reconstruction
from the multi-view stereo approach can be seen to be more geometrically consistent and less noisy as compared to
that using the two-view stereo SGBM algorithm.
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plant height. It can be seen from Fig. 3.7 that the dense 3D reconstruction obtained using the multi-
view stereo approach is much more geometrically consistent and has lower noise compared to that
obtained using the two-view stereo SGBM algorithm.

Effect of wind motion near top of the plant canopy

We now attempt to generate 3D reconstructions using viewpoints from all 10 cameras at multiple
plant heights reached by moving the robot arm vertically upwards. Fig. 3.8 shows outputs from
the structure-from-motion step and the dense MVS reconstruction using a total of 30 input images,
with 10 images each being taken at 3 different heights of the robot arm. Fig. 3.8(a), (b) show these
outputs for three heights near the top of the plant, while 3.8(c), (d) show these outputs for three
heights near the base of the same plant.

It can be seen that unlike in Fig.3.8(c), the camera poses computed in Fig.3.8(a) do not indicate
pure vertical upward motion of cameras as would be expected looking at the robot arm motion.
This is primarily due to the effect of wind on plant structures which is much more pronounced
near the top frames. As a result, the 3D reconstruction in Fig.3.8(b) is noisier than in Fig.3.8(d).

It is worthwhile to note that the plant dataset used in generating reconstructions shown in Fig.3.8
has a moderate to low level effect of wind. For datasets with high to moderate levels of wind, the

Figure 3.8: Results for the structure-from-motion stage and dense MVS reconstruction step using a total of 30 input
images, with 10 images each being taken at 3 different heights of the robot arm. (a), (b) show these outputs for three
heights near the top of the plant, while (c), (d) show these outputs for three heights near the base of the same plant.
The effect of (moderate) wind on camera poses and 3D reconstructed output can be seen to be more pronounced for
the top set of frames in (a), (b).
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structure-from-motion optimization converges to an entirely incorrect solution. This is because the
non-rigid body motion of plant structures under wind breaks the assumption that structure-from-
motion makes about the scene. This makes 3D reconstruction across multiple plant heights under
the effect of high winds a challenging problem beyond the scope of this thesis.
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Chapter 4

Segmentation and Identification of Plant
Structures

This chapter presents approaches developed for extracting segmented plant phytomer units from
the reconstructed 3D point cloud of the plant. A phytomer unit is a functional building block for
the plant which consists of a leaf, its sheath and the stem segment on which the leaf resides. The
stages in the overall approach that are described in this chapter are highlighted in red in Fig. 4.1.
Details on the results and methods described in this chapter can be also found in [Sodhi et al.,
2017].

4.1 Semantic Segmentation of 3D Point Clouds of Plants

The semantic segmentation stage takes as input a 3D point cloud of a plant and segments it into
two semantic classes, stem and leaf. Such a semantic representation is important in order to be
able to compute phenotypic traits specific to the stem or the leaf. Segmentation is performed by
extracting 3D point features and training a Support Vector Machine (SVM) classifier that assigns
a stem/leaf class label to each 3D point.

4.1.1 Local feature extraction

Point feature representations like surface normals and curvature estimates as used in [Dey et al.,
2012] are somewhat basic in their representations of the geometry around a specific point. To
formulate a feature space beyond such representations, like the Point Feature Histogram introduced
later, the concept of dual-ring neighborhood needs to be defined [Rusu, 2010]. Let P be a set of
3D points with {xi, yi, zi} geometric coordinates. A point pi ε P has a dual-ring neighborhood,
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Figure 4.1: Framework for mapping sequence of plant images to phenotype values. This chapter describes the stages
highlighted in red. The Semantic Segmentation stage extracts local and global 3D point features and uses a machine
learning classifier to assign a class label to each 3D point. The Plant Phytomer Extraction stage extracts segmented
3D phytomers which are then utilized for performing phenotype estimation.

PkN , PkH , that are defined as,

(∃) rN , rH ε R, rN < rH , such that,

pj ε

{
PkN if

∣∣∣∣pj − pi
∣∣∣∣
2
< rN

PkH if
∣∣∣∣pj − pi

∣∣∣∣
2
< rH

with, 0 < kN < kH

(4.1)

The radii rN , rH represent two different layers of feature representation for point pi. The first
layer, PkN , encodes surface normal and curvature estimates, obtained by performing principal
component analysis on neighborhood patch PkN . The second layer, PkH , can encode Point Feature
Histogram (PFH) and Fast Point Feature Histogram (FPFH) representations [Rusu et al., 2009],
that are based on relationships between points in PkH as well as their normals. Since the second
layer constitutes relationships between points and their normals, which are in turn computed using
the first layer, it is able to capture more intricate local surface variations.

Details on the PFH and FPFH formulation for a point pi are given in [Rusu et al., 2009]. The
first step involves estimating surface normals −→n i using PkN neighborhood for all points belonging
to PkH . To compute relative difference between two points pi, pj and corresponding normals ~ni,
~nj, a Darboux uvw coordinate frame is defined at one of the points as shown graphically in Fig.
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Figure 4.3: Influence region for (a) PFH and (b) FPFH for a query point pq . Unlike FPFH that has O(nk) compu-
tational complexity, PFH computes the histogram over a fully interconnected mesh leading to O(nk2) computational
complexity

4.2. Using the Darboux frame, the relationship between points and normals are captured as three
angular features defined as follows,

α = v.nj

φ = u.
(pj − pi)

||pj − pi||2
θ = arctan(w.nj, u.nj)

(4.2)

These three angular features (α, φ, θ) are computed for pairs of points (pi, pj) belonging to the
PkH neighborhood. The method in which these point pairs are chosen depends on the influence
region defined for a particular feature representation. Fig. 4.3 shows the influence region for both
PFH and FPFH feature representations. For the PFH representation, the query point pq and its
PkH neighborhood represent a fully interconnected mesh for which the three angular features are
computed. This leads to an O(nk2) computational complexity, where n is the number of query
points and k the number of neighborhood points in PkH . For the FPFH representation, the query
point pq is connected only to its direct kH neighbors. Each direct neighbor is connected to its
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own neighbors and the resulting histograms are weighted together with the histogram of the pq.
This has an effect of reducing the computational complexity to O(nk). We choose to work with
the FPFH representation as a trade-off between running time and accuracy. The FPFH vector is a
33 dimensional vector obtained by placing the combination of the three angular features (α, φ, θ)
values into 33 bins.

4.1.2 Global feature extraction

While purely local features have the advantage of being pose invariant and robust to occlusions,
they can be limiting if the 3D reconstructions are noisy enough to prevent local features from being
sufficiently discriminative. This is more of a concern for field environments where generating
greenhouse like 3D reconstructions with high geometric fidelity is challenging. Segmentation
under such environments would benefit notably from addition of some global context as that would
increase the discriminative capacity of the point features.

We factor in this global context by using the intuition that even though each 3D model of the plant
is sufficiently different, there is still uniformity in the way stem and leaves are connected to each
other. In order to exploit this structural uniformity, we collapse the 3D point cloud onto a 2D plane
and compute the probability density of this collapsed representation. Each 3D reconstruction of
the plant is first transformed such that the stem axis is aligned along the z axis. Since we know
the starting camera pose with respect to the plant and the subsequent camera motion, the stem axis
determination is an automated step. Post alignment, the 3D point cloud is collapsed onto the (x, y)
plane by making all z coordinate values 0. The structural uniformity would cause the mode of the
resulting 2D data distribution to be close to the stem location for most cases.

(a) (b)

Figure 4.4: 3D point cloud reconstructions from (a) greenhouse and (b) field shown along with a heatmap representing
probability distributions of their collapsed 2D representations. The higher (red) probability density regions represent
the mode which can be seen to lie close to stem position.
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Each 3D reconstruction of the plant is first transformed such that the stem axis is aligned along the
z axis. Since we know the starting camera pose with respect to the plant and the subsequent camera
motion, the stem axis determination is an automated step. Post alignment, the 3D point cloud is
collapsed onto the (x, y) plane by making all z coordinate values 0. The structural uniformity
would cause the mode of the resulting 2D data distribution to be close to the stem location for
most cases.

To compute the mode, kernel density estimation (KDE) [Parzen, 1962] is used on the collapsed 2D
point distribution. KDE is a non-parametric method to compute the probability density function
of a random variable. Let the 2D point coordinates, (q1, q2, · · · qn), be n two-dimensional samples
belonging to an unknown probability distribution f . The kernel density estimator, f̂h(q), that
approximates f is given as,

f̂h(q) =
1

n

n∑
i=1

Kh(q − qi) =
1

nh

n∑
i=1

K

(
q − qi
h

)
q∗ = argmax

q

(
f̂h(q)

) (4.3)

where, K is the kernel, h > 0 represents the bandwidth and q∗ the estimated mode. The band-
width acts as a smoothing parameter, controlling the bias-variance tradeoff of the resulting density
distribution. A small bandwidth leads to an unsmooth distribution having high variance, while a
large bandwidth leads to a smooth distribution having high bias. We use a gaussian kernel func-
tion with standard deviation σ̂ computed using the n samples. The bandwidth value is taken as
h = (4σ̂/3n)1/5 based on Silverman’s rule-of-thumb.

Fig. 4.4 illustrates the 3D point clouds and probability distribution of their collapsed 2D represen-
tations as a heatmap. It can be seen that even with a slightly bent stem, the mode of the collapsed
distribution lies close to the (x, y) position of the stem. The global feature for each 3D point
pi = {xi, yi, zi} is then computed as ||[xi yi]− q∗||2, that is its euclidean distance from mode q∗ in
the xy-plane.

4.1.3 Support Vector Machine Classifier

We can now construct a feature vector for an individual 3D point with 34 elements obtained from
FPFH (33) and global (1) feature estimation. The Support Vector Machine (SVM) classifier is
provided a concatenated feature vector (n x 34) as input, where n is the number of 3D points.
We make use of kernel SVMs that can perform nonlinear classification by implicitly mapping
their inputs into high-dimensional feature spaces. SVMs are a popular and commonly used choice
for binary classification problems. The results and analysis section provides further details on
choosing the kernel function and its parameters as well as the train, validation, test split of the
concatenated feature vector.
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4.2 Spatial Smoothing of 3D Point Clouds of Plants

The spatial smoothing stage takes as input the segmented output from the SVM and smoothens
out the assigned class labels. The SVM predicts a class label for a single 3D point without regard
to the label assignment of the neighboring points. A Conditional Random Field (CRF) is hence
applied as a post-processing step so as to take context into account. The segmented 3D point cloud
produced by the SVM is expressed as a graph, G = (V,E), where the vertices V are formed by
the 3D points and edges E represent pairwise connections from a point to every other point. An
efficient and tractable inference algorithm for such a fully connected pairwise CRF is detailed in
[Krähenbühl and Koltun, 2011]. It begins by formulating a Gibbs energy term E(x) that needs to
be minimized,

E(x) = Σiψu(xi) + Σi<jψp(xi, xj) (4.4)

where, ψu(xi) is the unary potential initialized independently for each point by the SVM classi-
fier. ψp(xi, xj) is the pairwise potential taking into account pairwise relationships between point
classifications, and is of the form,

ψp(xi, xj) = µ(xi, xj) ΣK
m=1w

(m)k(m)(fi, fj)︸ ︷︷ ︸
κ(fi, fj)

(4.5)

where, κ(fi, fj) is weighted sum of kernels expressed using positions pi, pj and surface normal
vectors ni, nj as,

κ(fi, fj) =w(1)exp

(
−|pi − pj|

2

2θ2p

)
︸ ︷︷ ︸

smoothness kernel

+ w(2)exp

(
−|pi − pj|

2

2θ2pn
− |ni − nj|

2

2θ2n

)
︸ ︷︷ ︸

surface kernel

(4.6)

In eqn (4.6), the smoothness kernel minimizes label differences between neighboring points while
the surface kernel minimizes label differences between neighboring points with differing surface
normal directions. Note that the original 2D image based segmentation kernel in [Krähenbühl and
Koltun, 2011] uses an appearance kernel instead of the surface kernel so as to minimizes label
difference across nearby pixels with similar color values.
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4.3 Extraction of Plant Phytomers

A plant phytomer is a functional building block for the plant which consists of a leaf, its sheath
and the stem segment on which the leaf resides. The plant phytomer is of special significance for
phenotyping purposes since it can be utilized to extract phenotypes like stem diameter, leaf angle,
leaf area, leaf length and leaf width.

he phytomer extraction stage takes as input the segmented and smoothed point cloud and extracts
3D plant phytomer units. We begin by engulfing all 3D points labeled as a stem within a cylinder,
with the cylinder diameter being ≈ 25% greater than the typical maximum stem diameter value.
We then compute intersection of this cylinder with leaf 3D points to compute node positions,
where a node is defined as points on the stem from which leaves grow. Individual leaves are then
extracted from each node by applying the region growing algorithm [Rusu and Cousins, 2011],
with the node serving as a seed point for the algorithm. The region growing algorithm taking a
plant node as input and returning the leaf region connected to that node as output is elaborated
in Algorithm 1. Once individual leaves at each node are extracted, these are then merged with a
section of stem around the node to obtain a phytomer unit corresponding to that node.

4.4 Results and Analysis

In this section, we present results and details on parameter selection for the semantic segmentation,
spatial smoothing and plant phytomer extraction stages described in this chapter.

Algorithm 1 Region growing for extracting a single leaf

1: Initialize region setR = ∅, seed point set S with 3D centroid of the input plant node.
2: for s ∈ S do
3: Find nearest neighbor set K of point s
4: Compute surface normal ns of point s
5: for k ∈ K do
6: Compute surface normal nk of point k
7: if angle(nk, ns) < εth1 then
8: R ← R∪ k
9: Compute curvature λ of point k

10: if λ < εth2 then
11: S ← S ∪ k
12: returnR
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System Layout and Data Collection

The greenhouse 3D reconstructions used here are those collected by McCormick, et al. in [Mc-
Cormick et al., 2016]. The field 3D reconstructions used here have been generated from image
data collected in an outdoor sorghum field in Weslaco, TX in Dec 2016 using the phenotyping
platform shown in Fig. 3.3. Details pertaining to the system layout, multi-view data collection and
3D reconstruction methods are described in Chapter 3.

Feature Vector Details

The Fast Point Feature Histogram (FPFH) feature representation is chosen over the Point Feature
Histogram (PFH) for encoding local geometries as a trade off between runtime and accuracy. Fig.
4.5 compares the computation times for 10 point cloud reconstructions obtained from field data. It
can be seen that computing the PFH is much slower than FPFH and the time difference increases
with the number of 3D points in the point cloud. The neighborhood sizes chosen for computation
for PFH and FPFH are kN = 15, kH = 125, where kN represents the first layer of neighbors,
PkN , used to compute surface normals and kH represents second layer of neighbors, PkH , used to
encode relationships between points and normals within PkH . It is important to select a suitable
value of kN so that the surface normals capture the underlying geometry of the point cloud at the
desired resolution. The value of kH controls how locally discriminative the point feature is, higher
values yielding more discriminative features at the cost of increased computation times.
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Figure 4.5: Comparison of computation times for Point Feature Histogram (PFH) and Fast Point Feature Histogram
(FPFH) feature vectors. Computing PFH vectors can be seen to be much slower than computing FPFH vectors.
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SVM Training Details

To construct the concatenated feature vector (n x 34) that is input to the SVM, 1000 stem and
1000 leaf 3D points were randomly sampled across 10 different plants, making n = 2× 104. This
was done separately for the field data and the greenhouse data. Of these n feature vectors, 70%
were chosen for training and 30% for testing. A 3-fold cross-validation was performed on the 70%
training data to select optimal parameters for the SVM. Radial basis function (RBF) kernel SVM
was found to perform consistently better than the linear SVM. The two parameters that need to be
set for a SVM with RBF kernel are γ and C, where γ represents the variance of the (gaussian) RBF
kernel and C the misclassification cost. The optimal values for (γ, C) were selected by doing a
grid search on a range of values for (γ, C) and using the Area under Curve (AUC) of the resulting
precision-recall curve as the comparison metric.

(a) (b)

Figure 4.6: Segmented SVM output for field data using (a) local and (b) local + global features. Stem false positives
on leaf surfaces reduce considerably in (b) due to addition of distance from mode global information.
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greenhouse data. Addition of global feature improves the AUC value more significantly for field data compared to
greenhouse data.
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Effect of local and global features

Having obtained the optimal kernel parameters using the AUC metric, Fig. 4.7 shows the precision-
recall curves for γ = 0.001, C = 1. The curve is obtained over the 30% test samples for two differ-
ent feature representations for both greenhouse and field data. This helps quantitatively examine
the impact of local and global features on semantic segmentation in both field and greenhouse en-
vironments. It can be seen from Fig. 4.7 that the AUC value using purely local features is greater
for greenhouse data than the field data. Addition of the global feature to purely local FPFH features
causes the AUC values to increase noticeably for field data. This effect is also captured qualita-
tively in Fig. 4.6, where addition of the global feature reduces the stem false positives significantly.

Effect of CRF spatial smoothing

Table 4.1 shows the quantitative effect of spatially smoothing the SVM output using a CRF. It can
be seen that there is an increase in average accuracy after the CRF post-processing step. This effect
is also qualitatively visualized for the greenhouse data in Fig. 4.8. The CRF corrects leaf false
negatives near the stem/leaf intersection points. This is primarily due to the surface kernel term in
the CRF that penalizes label difference across neighbors with similar surface normal orientations.

Table 4.1: Mean Accuracies for the Semantic Segmentation

Greenhouse Data Field Data
SVM SVM+CRF SVM SVM+CRF

Accuracy 85.5% 90.7% 79.4% 80.2%

(a) (b)

Figure 4.8: SVM segmented output in (a) is post processed with a CRF to give (b). The CRF corrects leaf false
negatives near the stem/leaf intersection points so as to minimize label difference across neighbors with similar surface
normal orientations.
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Results across varying plant anatomies

Fig. 4.9 shows qualitative results for the semantic segmentation followed by CRF smoothing. The
quantitative accuracies computed across 10 representative plants in greenhouse environments and

(a)

(a)

(b)

(b)

Figure 4.9: (b) shows qualitative segmentation outputs from SVM followed by CRF smoothing for greenhouse (top)
and field (bottom) environments. (a) shows the ground truth segmentations for comparison.

Figure 4.10: Segmented 3D phytomers extracted from the 3D point cloud of the plant. The numbers 0-9 represent the
detected stem-leaf intersection points (also known as nodes). A phytomer is extracted at each plant node.

33



10 representative plants in field environments is tabulated in Table 4.1. The final segmented 3D
phytomer units extracted from the point cloud of a plant are visualized in Fig. 4.10.
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Chapter 5

Phenotype Estimation

This chapter presents model-free and model-based approaches for estimating plant phenotypes like
stem diameter, leaf angle, leaf length, leaf width and leaf area. Under the model-free approach, we
utilize the segmented 3D point clouds of phytomers and use primitive shape fitting, oriented bound-
ing boxes, surface reconstruction based operations to estimate phenotypes pertaining to stems and
leafs individually. Under the model-based approach, we generate parameterized 3D models of
plant phytomers with the parameters being random variables drawn from an underlying probabil-
ity distribution. We then employ a stochastic optimization based approach to match the generated
parameter distribution to the true parameters. The estimated true parameters in-turn give us the
phenotype values.

The model-free methods are quick to compute and work well as long as the underlying assump-
tions we make hold true. These assumptions may include accurate segmentation into stem and
leaf classes, connectedness in reconstructed 3D surfaces, and validity of geometric shape approx-
imations. When these assumptions fail however, the results from the model-free methods can be
arbitrary values. In contrast, model-based methods are expensive and their effectiveness rely on
the expressiveness of the underlying model, but they do reason about the plant structure in a much
more holistic manner and are hence more robust to noise and occlusions. Depending on factors like
data quality, environment, space or time complexity, one approach may be more suitable over the
other. In this chapter, we’ll compare the applicability and performance of model-free and model-
based phenotyping methods. The stages in the overall approach that are described in this chapter
are highlighted in red in Fig. 5.1.

5.1 Phenotyping using Model-Free methods

Under the model-free phenotyping framework, we utilize the segmented 3D point clouds of phy-
tomers and use primitive shape fitting, oriented bounding boxes, surface reconstruction based oper-
ations to estimate phenotypes pertaining to stems and leafs individually. Stem diameter is estimated
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Figure 5.1: Framework for mapping sequence of plant images to phenotype values. This chapter describes the stages
highlighted in red. The Phenotype Estimation stage employs phenotyping methods broadly grouped into model-free
approaches involving surface mesh based methods, and model-based approaches involving probabilistic generative
models.

by fitting a primitive cylinder shape to the segmented stem cloud. Leaf width is simply estimated
based on dimensions of the oriented bounding box around the segmented leaf cloud. Leaf area is
computed by first performing a surface reconstruction of the segmented 3D point cloud of leaf,
and then taking the sum of areas of individual triangular meshes constituting the reconstructed leaf
surface. Estimating leaf length is more tricky since it involves computing the total distance along
the leaf curvature. We compute this distance as the shortest path on the leaf surface mesh from one
end of the leaf to the other. The following sections detail the use of oriented bounding boxes and
surface reconstruction methods for computing these phenotypes of interest.

5.1.1 Oriented Bounding Box

Given a set of vertices for a point cloud, it is easy to generate an axis-aligned bounding box
(AABB) enclosing the cloud. Unlike an AABB, however, the faces of an oriented bounding box
(OBB) do not have to be parallel to any of the three co-ordinate planes. Fig. 5.2(a), (b) shows the
axis aligned bounding box and oriented bounding box for the segmented leaf point cloud.

For generating the most suitable OBB enclosing the point cloud, we would like to transform the
cloud, and consequently its minimum bounding box, from the standard coordinate axis to along its
principal axes. The principal axes for a 3D point cloud is computed as the three eigenvectors of
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the covariance matrix across all N points in the cloud. The covariance matrix can be expressed as,

C =

E[(x− µx)(x− µx)] E[(x− µx)(y − µy)] E[(x− µx)(z − µz)]
E[(y − µy)(x− µx)] E[(y − µy)(y − µy)] E[(y − µy)(z − µz)]
E[(z − µx)(x− µx)] E[(z − µz)(y − µy)] E[(z − µz)(z − µz)]

 (5.1)

where, {µx, µy, µz} are the mean {x, y, z} coordinates across all N points in the 3D point cloud,
and can be written as, µx = E[x], µy = E[y] and µz = E[z].

We can now extract the eigenvectors v1, v2, v3 of the covariance matrix C, and compute the
principal axes directions as,

v̂1 =
v1

||v1||
, v̂2 =

v2

||v2||
, v̂3 =

v3

||v3|| (5.2)

The homogeneous transformation matrix T from the standard coordinate axes to the principal axes
of the point cloud can now be expressed as,

T =


v̂1x v̂2x v̂3x µx
v̂1y v̂2y v̂3y µy
v̂1z v̂2z v̂3z µz
0 0 0 1

 =

[
R3×3 t3×1
01×3 11×1

]
(5.3)

and the corresponding inverse transformation T−1 is given by,

T−1 =

[
R−1 −R−1t

0 1

]
(5.4)

All points pi in the original point cloud are now moved into the new reference coordinate frame
formed by the principal axes by applying the inverse transformation T−1 to each 3D point pi. A
minimum bounding box is then computed for points in this new coordinate frame, and this is the
oriented bounding box seen in Fig. 5.2 (a).

5.1.2 Surface Reconstruction

We perform surface mesh reconstruction on the segmented point clouds so as to obtain separate
surface mesh representations for the stem and the leaf. We generate these surface reconstructions
using a greedy surface triangulation algorithm detailed in [Marton et al., 2009] and the Poisson
surface reconstruction algorithm detailed in [Kazhdan and Hoppe, 2013].
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Figure 5.2: Bounding boxes enclosing the segmented leaf point cloud with (a) being the axis aligned bounding box
with its faces parallel to the {x,y,z} coordinate planes and (b) being an oriented bounding box with its faces along the
principal axes of the point cloud.

The Poisson surface reconstruction method in [Kazhdan and Hoppe, 2013] takes as input 3D points
with oriented normals and computes an implicit function, with the surface mesh output being gen-
erated by extracting an isosurface of this implicit function. As a result, the Poisson reconstruction
method is able to produce smooth and watertight surface meshes. However, this also makes it
highly susceptible to noise and outliers in the input 3D point cloud data. On the other hand, the
greedy surface triangulation algorithm in [Marton et al., 2009] is faster and much more robust to
noisy point cloud input data. However, since it uses a triangulation based approach instead of
computing something like implicit functions, the reconstructed surface is not necessarily smooth
or watertight. We observe that for point cloud data with low noise, like in greenhouse environ-
ments, the Poisson surface reconstruction produces a far superior surface fit; while for point cloud
data with high noise, like in field environments, the greedy surface triangulation is a more robust
algorithm and hence produces a better surface fit.

The obtained surface mesh reconstructions can expressed as a graphG = (V,E) with the 3D points
being the vertices V and the triangular mesh faces defining the edges E that describe how the 3D
points are connected. We can now perform shortest path computations on this graph representation.
This is useful in estimating in plant phenotypes like the leaf length which is essentially the locally
shortest path (also called a geodesic) on the reconstructed leaf surface from one end of the leaf to
other. We utilize the algorithm in [Mitchell et al., 1987] for determining the shortest path between
a source and a destination on an arbitrary polyhedral surface. The path is constrained to lie on
the surface and the distances are measured according to the Euclidean metric. The algorithm in
[Mitchell et al., 1987] runs in O(n2 log n) time and has O(n2) space complexity with n being the
number of edges E. Once the algorithm is run and a graph representation is created, the actual
shortest path between a source and destination vertex can be computed in O(k + log n), where k
represents the number of faces crossed by the path.
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Figure 5.3: Model-free methods for phenotype estimation showing use of primitive shape fitting, oriented bounding
boxes (OBB) and reconstructed surface mesh for estimating plant phenotypes like stem diameter, leaf width, leaf area
and leaf length. (a) shows stem diameter computed using RANSAC based cylinder shape fit to the segmented stem
cloud, (b) showing leaf width computed using OBB around segmented leaf cloud and leaf area computed as sum
of areas of individual triangular forming reconstructed leaf surface, and (c) showing leaf length computation using
shortest or geodesic path computation on leaf surface mesh graph

Estimating Phenotypes

The various phenotypes estimated using primitive shape fitting, oriented bounding boxes and sur-
face mesh based operations are shown in Fig. 5.3. It can be seen that stem diameter is estimated by
fitting a primitive cylinder shape to the segmented stem cloud using the random sample consensus
(RANSAC) algorithm so as to ensure a robust fit [Schnabel et al., 2007]. The leaf width is simply
estimated using oriented bounding box dimension for the leaf cloud.

The leaf area is computed as the sum of areas of individual triangular meshes constituting the
reconstructed leaf surface. This can be expressed as,

A =
∑
fi∈F

1

2

∣∣∣∣(vi
1 − vi

0)× (vi
2 − vi

0)
∣∣∣∣ (5.5)

where, vi
0, vi

1, vi
2 are the three vertices forming triangular mesh face fi, and the summation is

taken across all faces in the reconstructed leaf surface.

Finally the leaf length is estimated as the shortest, or geodesic, path on the leaf surface mesh
graph. The two 3D vertex nodes between which the shortest path is taken are the two endpoints of
the body diagonal computed using the oriented bounding box. The leaf length shortest path across
the leaf surface mesh graph is illustrated (in red) in Fig. 5.3(c).
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5.2 Phenotyping using Model-Based methods

When applying model-free methods for phenotype estimation, there exist certain basic assumptions
that we make on the plant point clouds. Some of these assumptions include accurate segmentation
into stem and leaf classes, connectedness in segmented clouds and reconstructed surfaces, and
validity of the geometric shape approximations. The model-free phenotyping methods work well
as long as the underlying assumptions we make hold true. But when they don’t, these methods
may fail catastrophically and give arbitrary values. For instance, when the leaf surface appears
disconnected due to occlusions, the shortest path computation may fail or give arbitrary values.
Another instance is when the approximation of the stem point cloud as a cylindrical shape does
not hold true, the RANSAC algorithm can produce an unpredictable cylinder fit. In addition,
imperfect segmentations too can cause our assumptions regarding model-free methods to break.
This motivates us to investigate model-based methods that can leverage prior knowledge on the
structure of a plant phytomer. Such an approach would be capable of giving reasonable phenotype
estimates even under noise and occlusions, scenarios where model-free methods may give arbitrary
values. In addition, the model-based approach dont explicitly require a segmented point cloud.

Under the model-based phenotyping framework, the overall idea is to generate parametric mod-
els of plant phytomers and compare those against the reference plant phytomer whose phenotypes
we wish to estimate. The parameters used for generating phytomer models are taken to be ran-
dom variables sampled from an underlying probability distribution. The objective is to make the
mass of this probability distribution approach the true parameters of the reference plant phytomer.
The following sections provide details on the problem formulation, phytomer parametric model
description, error metric computation and the optimization routine.

5.2.1 Problem Formulation

We represent the phytomer parametric model as G(X) that takes as input a k-dimensional vector
X =

[
X1 X2 . . . Xk

]T and outputs a point cloud P of the phytomer model. Most of the input
parametersXi coincide with phenotypes that we are interested in estimating for the plant phytomer.
For instance, input model parameters like stem diameter, leaf angle, leaf length and leaf width all
fall under phenotypes of interest. As detailed later, these input model parameters X are taken to
be random variables sampled from a probability distribution function f(·;u) parameterized by a
finite-dimensional real vector u.

The point cloud P generated by G(X) for each sampled value of the parameter vector X is then
compared against the reference phytomer point cloud Pref whose phenotype values we wish to
estimate. An error function E(P ,Pref ) computes a scalar value eX representing distance error
between a generated point cloud P and reference point cloud Pref . A corresponding score value
S(X) is computed alongside, and is expressed as S(X) = −eX.

The phytomer model function G(X) and consequently the score function S(X) does not have a
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Figure 5.4: Overall method for model-based phenotyping. It begins by taking as inputs parametersX1 toXk and using
the phytomer model function G(X) to generate a phytomer corresponding to the input parameters. The generated
phytomer P is compared against the reference phytomer Pref whose phenotypes we wish to estimate. The error
function computes a distance error between P and Pref and sends it to the stochastic optimization routine, which then
optimizes for input parameters X1 to Xk so as to best match generated phytomers to reference phytomer.

closed form expression and thus cannot provide gradient or Hessian information. It is also ex-
pensive to compute. This necessitates the use of stochastic optimization based techniques for
maximizing the score function. The stochastic optimization routine updates the parameter vector
u defining the family of probability density functions (pdfs) f(·;u) from which values of the input
vector X = (X1, X2, . . . , Xk) are being sampled. The pdf parameters are updated so as to make
the mass of the pdf f(·;u) approach parameters of the reference plant phytomer whose phenotypes
we wish to estimate.

The overall model-based approach is illustrated in Fig. 5.4. As detailed earlier, it begins by
taking as inputs parameters X1 to Xk and using the phytomer model function G(X) to generate a
phytomer corresponding to the input parameters. The generated phytomer P is compared against
the reference phytomer Pref whose phenotypes we wish to estimate. The error function computes
a distance error between P and Pref and sends it to the stochastic optimization routine. The
optimization then optimizes for input parametersX1 toXk so as to best match generated phytomers
P to reference phytomer Pref .

5.2.2 Phytomer Model Description

The phytomer model functionG(X) takes as input the k-dimensional vector X =
[
X1 X2 . . . Xk

]T
and outputs a point cloud P of the phytomer model. The stages involved in converting input model
parameter vector X into point cloud P are illustrated in Fig. 5.5(a)-(d). We consider k = 6 in-
put model parameters for generating the final phytomer point cloud shown in Fig. 5.5(d). These
parameters are expressed as,

41



X =


X1

X2

X3

X4

X5

X6

 =


stem diameter
stem length
leaf angle
leaf length
leaf width

leaf rotate angle

 (5.6)

Of these model parameters, X1, X3, X4, and X5 all represent plant phenotypes that we wish to
estimate for the reference plant phytomer.

For generating the initial phytomer skeleton shown in Fig. 5.5(a), we begin with parameters X2,
X3 and X4, with X2 defining length of the stem segment (in red), X4 defining length of the leaf
segment (in green), and X2 defining the angle between stem and leaf segments. The phytomer
skeleton in Fig. 5.5(a) is then converted to the skeleton in Fig. 5.5(b) by subdividing the leaf
segment into smaller segments and rotating each subsegment uniformly by a value of X6. Near the
end of the leaf, the subsegments are rotated by a lesser value of 0.5X6 so as to better resemble leaf
curvatures occurring naturally.

Having obtained the phytomer skeleton in Fig. 5.5(b), the stem portion of the skeleton (in red)
is expanded cylindrically with a diameter value of X1. Each subsegment in the leaf portion of
the skeleton (in green) is expanded using locally planar patches with maximum width equaling

Figure 5.5: Different stages of the phytomer model function G(X) that takes as input the parameter vector X and
outputs a phytomer point cloud P . (a) shows the initial phytomer skeleton generated using parameters X2, X3,
X4, with X2 being length of stem segment (in red), X4 being length of the leaf segment (in green), and X2 being
angle between the two. (b) is derived from (a) by subdividing leaf segment into smaller segments and rotating each
subsegment uniformly by a value of X6. (c) shows a 3D model generated from the skeleton in (b), with stem being
expanded cylindrically by a diameter of X1 and leaf being expanded in locally planar patches with maximum width
X5. Finally, (d) is the 3D point cloud P generated by uniformly sampling surfaces of phytomer model in (c).
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X5. The planar patches are then given a concave decreasing profile to resemble the leaf surface
structure of a real sorghum leaf. The resulting 3D model of the phytomer is illustrated in Fig.
5.5(c). Finally, 3D points are uniformly sampled from the surfaces of the phytomer model in Fig.
5.5(c) to generate a point cloud representation shown in Fig. 5.5(d).

This entire process of generating the phytomer point cloud P from input model parameters X is
placed under the phytomer model function G(X). As can be seen, G(X) (and consequently the
score function S(X)) does not have a closed form expression and thus cannot provide gradient
or Hessian information. It is also expensive to compute. This necessitates the use of stochastic
optimization based methods for maximizing the score function, or in other words make P match
Pref .

5.2.3 Error Function

The error function E(P ,Pref ) computes a scalar value eX representing distance error between a
generated point cloud P and the reference point cloud Pref . To compute this distance error, we
first align P with Pref using the iterative closest point algorithm (ICP) [Besl et al., 1992]. The
ICP algorithm computes a 6 DOF transformation T which when applied to points in point cloud
P aligns them to best match the points in point cloud Pref . The transformed point cloud P is
expressed as P ′.
We then use the Hausdorff distance to compute the distance error between two 3D point sets. The
Hausdorff distance H(P ′,Pref ) between point cloud Pref and transformed point cloud P ′ can be
expressed as,

H(P ′,Pref ) = max { h(P ′,Pref ), h(Pref ,P ′) }
where,

h(P ′,Pref ) = max
p′∈P ′

{ min
pref∈Pref

{ d(p′, pref ) }}

h(Pref ,P ′) = max
pref∈Pref

{ min
p′∈P ′
{ d(pref , p

′) }}

(5.7)

where, p′ and pref are points belonging to point clouds P ′ and Pref respectively, and d(p′, pref ) is
any distance metric between these points. We take d(p′, pref ) as the Euclidean distance between
3D points p′ and pref .

In eq. (5.7), the hausdorff distance h(P ′,Pref ) is defined from point set P ′ to Pref while the
hausdorff distance h(Pref ,P ′) is defined from point set Pref to P ′. Being a maximin function,
the hausdorff distance is directed or asymmetric and it is not necessary that h(P ′,Pref ) equals
h(Pref ,P ′). We hence compute the final hausdorff distance between point sets P ′ and Pref as
H(P ′,Pref ) expressed as the maximum of the two directed hausdorff distances as shown in eq.
(5.7). The final error value eX computed as eX = H(P ′,Pref ) is output as a score value S(X) =
−eX for the optimization routine.

43



5.2.4 Stochastic Optimization

We utilize the cross-entropy method for computing the optimal probability distribution which when
sampled would give input model parameters X closest to the true parameters of the reference phy-
tomer. The cross-entropy method was proposed by Rubinstein in [Rubinstein, 1997] for estimating
rare-event probabilities. The method involved using an importance sampling procedure with the
cross-entropy or Kullback-Leibler divergence serving as the measure of closeness between two
sampling distributions. Subsequent work by Rubinstein in [Rubinstein, 1999], [Rubinstein, 2001]
showed that the same CE algorithm can also be used for optimization by formulating the optimiza-
tion problem as a rare-event estimation problem. We refer the readers to [Botev et al., 2013] for a
detailed tutorial-based introduction on the use of cross-entropy method for optimization.

In our formulation, the goal is to maximize the score function S(X) so as to minimize the distance
error between point cloudsP andPref . As described earlier, X is a k-dimensional random variable
X =

[
X1 X2 . . . Xk

]T with pdf f(·;u) that represents the input vector to the phytomer plant
model G(X). The goal of finding the maximum of S(X) over a given set X can be expressed as,

S(X∗) = γ∗ = max
X∈X

S(X) (5.8)

We can now associate the above optimization problem with the estimation of rare-event probability
l = P(S(X) ≥ γ), where X has probability density f(·;u) on X and γ is close to unknown γ∗.
The objective of the cross-entropy optimization is now to find an importance sampling distribution
that concentrates all its mass in a neighborhood of the point X∗

The estimation of probability P(S(X) ≥ γ) is expressed as,

l = P(S(X) ≥ γ) = E[I{S(X)≥γ}] =

∫
I{S(x)≥γ}f(x;u)dx (5.9)

where, S(X) is the real-valued score function and γ is the threshold or level parameter. The
random variable X has probability density function (pdf) f(·;u) which is parameterized by a
finite-dimensional real vector u, and we write it as X ∼ f(·;u).

We are interested in l which in the case of an optimization is a rare-event probability or in other
words, a very small probability. Let g be another pdf such that g(x) = 0⇒ H(x)f(x;u) = 0 for
every x. Using the pdf g we can represent l as,

l =

∫
f(x,u)I{S(x)≥γ}

g(x)
g(x)dx = E

[
f(X,u)I{S(X)≥γ}

g(X)

]
, X ∼ g (5.10)

44



Now if X1,X2, . . .XN are independent random vectors with pdf g, written as X1,X2, . . .XN ∼ g,
then an unbiased estimator of l can be expressed as,

l̂ =
1

N

N∑
j=1

I{S(Xj)≥γ}
f(Xj;u)

g(Xj)
(5.11)

where, l̂ is the importance sampling estimator of l. We know that the optimal importance sampling
pdf g∗ for which the variance of l̂ is minimal is the density of X conditional on the event S(X) ≥ γ,
that is,

g∗(X) =
f(X;u)I{S(X)≥γ}

l
(5.12)

The idea behind cross-entropy (CE) method is to now choose the importance sampling pdf g from
within the parametric class of pdfs {f(·;v),v ∈ V} such that the Kullback-Leibler divergence
between the optimal sampling pdf g∗ and g is minimal. The Kullback-Leibler divergence between
g∗ and g can be expressed as,

D(g∗, g) =

∫
g∗(x) ln

g∗(x)

g(x)
dx = E

[
ln
g∗(X)

g(X)

]
, X ∼ g∗ (5.13)

Given that g belongs to parametric class of pdfs f(·;v), the CE minimization now reduces to
finding the optimal reference parameter vector v∗ by minimizing the cross-entropy, that is,

v∗ = argmin
v
D(g∗, f(·;v))

= argmax
v

EuI{S(X)≥γ} ln f(X;v)

= argmax
v

EwI{S(X)≥γ} ln f(X;v)
f(X;u)

f(X;w)

(5.14)

where, w is any reference parameter and the subscript in the expectation operator indicates the
probability associated with random variable X. The v∗ can now be estimated via the stochastic
counterpart of eqn (5.14),

v̂ = argmax
v

1

N

N∑
j=1

I{S(X)≥γ}
f(Xj;u)

f(Xj;w)
ln f(Xj;v) (5.15)
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Algorithm 2 Cross Entropy Algorithm for Optimization

1: Choose initial parameter vector v̂0. Let N e = dρNe. Set t = 1 (level counter).
2: while t ≤ tmax do
3: Generate X1,X2, . . .XN ∼ f(·; v̂t−1). Compute performances S(Xi) for all i, and order

them from smallest to largest : S(1) ≤ S(2) · · · ≤ S(n). Let γ̂t be the sample (1− ρ) quantile of
performances, that is γ̂t = S(N−Ne+1)

4: Use the same sample X1,X2, . . .XN and solve the stochastic program,

max
v

1
N

N∑
j=1

I{S(Xi)≥γ̂t} ln f(Xi;v)

Denote the solution by v̂t.
5: Increment iteration counter as t← t+ 1.

where, X1,X2, . . .XN ∼ f(·;w). A complication in solving eqn. 5.15 is that for a rare-event
probability l, most or all of the indicators I{S(X)≥γ} are zero. To resolve that, a multi-level CE pro-
cedure is employed where a sequence of reference parameters {v̂t} and levels {γ̂t} is constructed
with the goal that they converge to v∗ and γ respectively.

At each iteration t, we simulate N independent random variables X1,X2, . . .XN from the cur-
rently estimated importance sampling density f(·, v̂t−1) and let γ̂t be the (1 − ρ) quantile of the
performance values S(X1), S(X2), . . . S(XN) where ρ is a user specified parameter called the rar-
ity parameter. We then update the value of v̂t−1 to v̂t, where v̂t is computed using cross-entropy
minimization (or equivalently likelihood maximization) based on the elite set of random variables
N e = dρNe for which S(Xi) ≥ γ̂t. This leads to the algorithm detailed in [Botev et al., 2013] and
summarized in Algorithm 2.

5.3 Results and Analysis

In this section, we present results for the model-free and model-based methods for phenotyping.
We show quantitative results and do a comparative robustness analysis on simulated plant phy-
tomers with noise, and demonstrate qualitative results for plant phytomers in greenhouse and field
environments.

System Layout and Data Collection

The greenhouse 3D reconstructions used here are those collected by McCormick, et al. in [Mc-
Cormick et al., 2016]. The field 3D reconstructions used here have been generated from image
data collected in an outdoor sorghum field in Weslaco, TX in Dec 2016 using the phenotyping
platform shown in Fig. 3.3. Details pertaining to the system layout, multi-view data collection and
3D reconstruction methods are described in Chapter 3.
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Additionally we generate a dataset of 50 simulated plant phytomers so as to quantitatively evaluate
generalization abilities and robustness of the proposed methods. The simulated plant phytomers
are generated using the parameteric phytomer model G(X) described in Section 5.2.2. We vary
the values of X1 (stem diameter) between 2 and 5 cm, X2 (stem length) between 10 and 20 cm, X3

(leaf angle) between 30o and 60o, X4 (leaf length) between 40 and 70 cm, X5 (leaf width) between
4 and 8 cm and X6 (leaf rotate angle) between 3o and 4o. We also inject noise to this dataset to
generate an additional simulated dataset with noise. To each 3D point in the point cloud, gaussian
noise with a standard deviation of 5% of the magnitude of the 3D position of the point is added.

Figure 5.6: Qualitative results for model-based phenotyping in simulated (top row), greenhouse (middle row), and
field (bottom row) environments. The point cloud in black is the reference plant phytomer whose phenotypes we
wish to estimate, while the point cloud in red and green is the phytomer generated using mean parameter estimates of
the probability distribution for a particular iteration of the stochastic optimization. (a), (e), (i) represent the starting
iteration and (d), (h), (l) represent the final iteration for simulated, greenhouse and field environments respectively.
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Qualitative Results for Model-based Phenotyping

Fig. 5.6(a)-(d), (e)-(h), (i)-(l) shows qualitative results for the model-based approach to pheno-
typing of plant phytomers under simulated, greenhouse and field environments respectively. The
point cloud in black is the reference plant phytomer whose phenotypes we wish to estimate, while
the point cloud in red and green is the phytomer generated using mean parameter estimates of the
probability distribution for a particular iteration of the stochastic optimization. Fig. 5.6 shows
these results for different iterations of the optimization with Fig. 5.6(a), (e), (i) being the start-
ing iteration and Fig. 5.6(d), (h), (l) being the final iteration for simulated, greenhouse and field
environments respectively.

Comparison between Model-free and Model-based Phenotyping

We quantitatively compare phenotypes estimated using model-free and model-based approaches
on the a set of 50 simulated phytomers with and without noise.

Fig. 5.7 shows leaf length phenotype estimates with (a), (b) being results on the simulated data
with no noise and (c), (d) being results on simulated data with added gaussian noise. Fig. 5.7(a),
(c) show correlation plots using the model-free approach that employs computation of geodesics
on reconstructed leaf surface mesh, while Fig. 5.7(b), (d) show corresponding results using the
stochastic optimization based model-based approach. It can be seen that the model-based approach
in the case of estimating leaf length phenotypes performs better and is also more robust to noise in
the 3D data.

This effect can also be visualized qualitatively in Fig. 5.8 with (a) illustrating leaf length estimation
using the model-free approach and (b) showing leaf length estimation using the model-based ap-
proach for a simulated plant phytomer with added gaussian noise. It can be seen that the geodesic
computation in Fig. 5.8(a) is more severely affected due to the presence of noise. In addition, it is
important to note that in scenarios where the noise in the point cloud can lead to degenerate surface
mesh reconstructions, the geodesic computation may or may not compute a path at all since the
shortest path (geodesic) computation is dependent on the connectivity of the mesh.

Fig. 5.9 shows stem diameter phenotype estimates with (a), (b) being results on the simulated
data with no noise and (c), (d) being results on simulated data with added gaussian noise. Fig.
5.9(a), (c) show correlation plots using the model-free approach that employs RANSAC based
primitive cylinder shape fitting to the segmented stem point cloud, while Fig. 5.9(b), (d) show
corresponding results using the stochastic optimization based model-based approach. It can be
seen that here the model-free approach has a higher correlation coefficient than the model-based
one, albeit with more significant outliers. The basic assumption that the stem points lie on an
approximately cylindrical shape holds true even for simulated data with noise that does work in
favour of the model-free approaches.

This effect can also be visualized qualitatively in Fig. 5.10 with (a) illustrating stem diameter esti-
mation using the model-free approach and (b) showing stem diameter estimation using the model-
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Figure 5.7: Leaf length phenotype estimates with (a), (b) being results on the simulated data with no noise and (c),
(d) being results on simulated data with added gaussian noise. (a), (c) are correlation plots using the model-free
approach that employs computation of geodesics on reconstructed leaf surface mesh. (b), (d) are correlation plots
using the stochastic optimization based model-based approach. The model-based approach is seen to perform better
with greater robustness to noise for leaf length estimation.

Figure 5.8: Leaf length phenotype estimates with (a) showing qualitative leaf length estimation (using geodesics)
under the model-free approach and (b) showing qualitative leaf length estimation (using most likely generative model
fit) under the model-based approach. Both results are shown for a simulated plant phytomer with added gaussian noise.
It can be seen that the geodesic computation in (a) is more severely affected due to the presence of noise
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Figure 5.9: Stem diameter phenotype estimates with (a), (b) being results on the simulated data with no noise and
(c), (d) being results on simulated data with added gaussian noise. (a), (c) are correlation plots using the model-free
approach that employs RANSAC based primitive cylinder shape fitting to the segmented stem point cloud. (b), (d) are
correlation plots using the stochastic optimization based model-based approach. The model-free approach is seen to
perform better with greater robustness to noise for stem diameter estimation.

Figure 5.10: Stem diameter phenotype estimates with (a) showing qualitative stem diameter estimation (using
RANSAC cylinder shape fit) under the model-free approach and (b) showing qualitative stem diameter estimation
(using most likely generative model fit) under the model-based approach. Both results are shown for a simulated plant
phytomer with added gaussian noise.

based approach for a simulated plant phytomer with added gaussian noise. Since the cylindrical
assumption that model-free methods makes about stem data holds true for simulated data with
added noise, model-free methods don’t give arbitrary values except for a few significant outliers.
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Summary and Discussions

In this chapter, we compared the applicability and performance of the proposed model-free and
model-based phenotyping methods. We see that the model-free methods are quick to compute and
work well as long as the underlying assumptions we make about the data hold true. These assump-
tions may include accurate segmentation into stem and leaf classes, connectedness in reconstructed
3D surfaces, and validity of geometric shape approximations. When these assumptions fail how-
ever, the results from the model-free methods can be arbitrary values. In contrast, model-based
methods are expensive and their effectiveness rely on the expressiveness of the underlying model,
but they do reason about the plant structure in a much more holistic manner and are hence more
robust to noise and occlusions.

Depending on factors like data quality, environment, space or time complexity, one may want
to shift between model-free and model-based methods. For instance, for indoor greenhouse like
environments where we can obtain high fidelity 3D reconstructions with good segmentations and
low occlusion levels, model-free method may be more suitable since they are quicker to compute
and the underlying assumptions they make are not violated in majority cases. On the other hand,
for data with higher noise and occlusion levels as observed in outdoor field environments, model-
based methods may be more suitable as those ensure a trade-off between computational efficiency
and robustness to noise and occlusions.
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Chapter 6

Conclusions

6.1 Contributions

This thesis presents the following contributions towards automated plant phenotyping methods
using visual imaging,

• It develops and organizes plant phenotyping algorithms using visual imaging into a model-
free and model-based framework. The plant phenotypes being estimated include leaf length,
leaf width, leaf area and stem diameter.

• Under model-free phenotyping, we used the segmented stem and leaf portions of the plant
phytomer to independently estimate individual phenotypes like leaf length, leaf width, leaf
area and stem diameter. Most of the current state-of-the-art in model-free approaches in-
volving 3D plant reconstruction, segmentation and phenotyping is in controlled greenhouse
environments. Adapting these methods to outdoor field environments places many addi-
tional challenges like constraints in imaging modalities being deployed, lower image data
quality due to ambient light variations, and increased effect of occlusions and wind motions.
We showed qualitative and quantitative results for sorghum plants imaged in both controlled
greenhouse and outdoor field settings.

• Under model-based phenotyping, we propose a novel formulation that employs a stochastic
optimization based routine to probabilistically sample parameterized plant phytomer models
that best match the reference model. This allowed us to estimate all phenoytpes simulta-
neously by searching in the space of model parameters so as to obtain an optimal match
to the reference phytomer whose phenotypes we wish to estimate. We demonstrated the
model-based framework to be more robust to noise and occlusions in the reconstructed plant
phytomers. This is especially important for reconstructions obtained in field environments.

• The model-free and model-based approaches together lets us develop a framework for per-
forming plant phenotype estimation on 3D plant phytomer models. Based on factors like
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data quality, environment, space or time complexity, one set of approaches may be more
suitable over the other.

6.2 Observations and Future Work

As future work, we would like to pursue the following directions for different stages of our overall
approach.

Under the multi-view 3D reconstruction stage, we currently work with 3D reconstructions ob-
tained by performing multi-view stereo across the 10 cameras at a particular height of the robot
arm. While this lets us reconstruct 3D plant phytomers that are of interest for phenotyping, the
ability to leverage image viewpoints across multiple heights of the robot arm would additionally
let us reconstruct fuller 3D plant models. Reconstruction across multiple heights of the robot arm
is a challenging task for outdoor field environments primarily due to non-rigid motion of plant
structures under wind motion. This breaks the basic assumption that standard structure-for-motion
algorithms make about the scene, and instead we would like to explore non-rigid structure from
motion techniques for performing 3D reconstruction under motion due to wind.

Under the semantic segmentation stage, there is potential to improve the local feature representa-
tions being used for describing the local 3D geometry around each point. There is still no clear
advantage of using deep learning based features in place of handcrafted ones for 3D point cloud
input data. This is primarily because current state-of-the-art 3D convolutional neural network ar-
chitectures utilize 3D voxel grids as inputs which significantly lower the resolution of 3D point
clouds for performing semantic segmentation and phenotype estimation. However, having said
that, there definitely is potential in leveraging pixel level class labels obtained on a 2D image rep-
resentation using 2D convolutional neural networks and transferring that information into a 3D
point cloud representation. Given that supervised training of 2D convolutional neural networks is
effectively a high dimensional function approximation, it becomes important that these networks
are trained with large volumes of supervised data so as to not overfit to data from a single agricul-
tural environment.

Finally, under the phenotype estimation stage, we would ideally like to combine the model-free and
model-based approaches into a single optimization framework. One way could be to use semantic
labels assigned by the model-free approach to add a label mismatch cost term to the model-based
optimization cost function.
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